
   

 
 Please see important disclaimer and disclosures at the end of the document  1 

 

Repository 

 
PCA vs Autoencoder:  
an application to CDS market 

 

Dimensionality reduction techniques are common techniques in 
machine learning and they refer to the process of mapping 
multidimensional data into a lower dimensional space with minimal 
loss of information.  

The problem of dimensionality reduction is, also, closely related to 
the problem of features extraction and to the identification of the 
hidden factors moving the data.  

In its basic structure, dimensionality reduction relies on the possibility 
of mapping data points from a high dimensional input space X to a 
lower dimensional feature space Y , through a function f: X → Y and 
back to the original space via a function g: Y → X .  

The functions f,g can be learned from data by minimizing the loss of 
information when data points in Y are re-projected to the data 
points X, i.e. by minimizing the reconstruction error || X- g(f(X))||^2. 

Within the class of linear methods (linear f,g), the optimal information 
preserving transformation is given by principal component analysis 
(PCA) (Fukunaga and Koontz, 1970). 

In features extraction, we are also interested in having 
“explanatory” or “significant” hidden variables, as is the case of 
linear PCA. 

In this report, we will use the PCA solution to introduce a general and 
powerful type of neural network. Specifically, we will show how the 
PCA solution can be obtained and generalized to non-linear 
subspace, using an “under-complete” autoencoder. 

We will clarify the concepts with an empirical application to the 
sovereign cds market framework already presented in here. 
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PCA 
From a theoretical perspective, PCA, as defined by Hotelling (1933), for a set 
of m-dimensional data vectors {𝑥𝑥𝑛𝑛} with 𝑛𝑛 ∈ {1, … ,𝑁𝑁} is equivalent to find 
the projection along the 𝑘𝑘 principal orthonormal axes 𝑤𝑤𝑗𝑗 , 𝑗𝑗 ∈ {1, … ,𝑘𝑘}, 
where k <m, that retains the maximal amount of variance. The first principal 
component is the direction in space, along which, projections have the 
largest variance, the second principal component is the direction, which 
maximizes variance among all directions orthogonal to the first…, the kth 
component is the variance-maximizing direction orthogonal to the previous 
(k – 1) components. 

If we denote as 𝑉𝑉𝑉𝑉𝑉𝑉(𝑋𝑋) the Variance-Covariance matrix of the dataset, it is 
possible to show that these 𝒌𝒌 principal orthonormal axes 𝒘𝒘𝒋𝒋 are the 
eigenvectors with the largest associated eigenvalues and that   
𝑉𝑉𝑉𝑉𝑉𝑉(𝑋𝑋)𝑤𝑤𝑗𝑗 = 𝜆𝜆𝑗𝑗𝑤𝑤𝑗𝑗, where we denote as 𝜆𝜆𝑗𝑗 the eigenvalue associated to the 
eigenvector 𝑤𝑤𝑗𝑗.  

We can interpret 𝑥𝑥
^
𝑛𝑛 = 𝑊𝑊𝑇𝑇(𝑥𝑥𝑛𝑛 − 𝑥𝑥) , where 𝑊𝑊 = (𝑤𝑤1, … ,𝑤𝑤𝑘𝑘) and 𝑥𝑥 is the 

sample mean of the data vectors, as a k-dimensional representation of the 
observation 𝑥𝑥𝑛𝑛. In the following, we will assume that the data in X have been 
centered with  𝑥𝑥=0. 

From a theoretical perspective, the PCA can be viewed as a simple 
application of the spectral theorem (see appendix).  

If we consider a generic matrix 𝑋𝑋(m × n) of random vectors, its Variance-
Covariance matrix 𝑉𝑉𝑉𝑉𝑉𝑉(𝑋𝑋) is a positive definite symmetric matrix and, 
therefore, can be decomposed as follows: 

𝑉𝑉𝑉𝑉𝑉𝑉(𝑋𝑋) = 𝑊𝑊Λ𝑊𝑊𝑇𝑇 

Where W is the orthonormal matrix of the m eigenvectors and Λ is the 
diagonal matrix of the m eigenvalues of 𝑉𝑉𝑉𝑉𝑉𝑉(𝑋𝑋). If we consider the linear 
transformation of the vector 𝑋𝑋 of the type  𝑌𝑌 = W𝑋𝑋,  the following holds: 

𝑉𝑉𝑉𝑉𝑉𝑉(𝑌𝑌) = 𝑉𝑉𝑉𝑉𝑉𝑉(𝑊𝑊𝑋𝑋) = 𝑊𝑊𝑇𝑇𝑉𝑉𝑉𝑉𝑉𝑉(𝑋𝑋)𝑊𝑊 = Λ 

i.e. 𝑌𝑌 is made up of uncorrelated components (diagonal covariance matrix). 
The constituents of 𝑌𝑌 are called principal components and the reader can 
verify that: 

𝐸𝐸[∥ 𝑌𝑌 ∥2] = 𝐸𝐸[∥ 𝑋𝑋 ∥2] = �𝜆𝜆𝑖𝑖

𝑚𝑚

𝑖𝑖=1

 

If we order the eigenvalues in a decreasing order, it is simple to notice how 
the first components explain the biggest part of the variance: to perform 
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dimensionality reduction we just keep the first k components, where k is a 
function of the amount of variance that the reduced representation must 
retain, as per user’s choice. 

Hence, we can approximate 𝑋𝑋 in a fairly good way with the first k 

components (where k <m), i.e. 𝑋𝑋
^

= ∑ 𝑊𝑊𝑖𝑖
𝑘𝑘
𝑖𝑖=1 𝑌𝑌𝑖𝑖  with a reconstruction error 

given by the sum of the eigenvalues corresponding to the m-k principal 
component not used in the reconstruction: 

𝐸𝐸[∥ 𝑋𝑋 − 𝑋𝑋� ∥2] = � 𝜆𝜆𝑖𝑖

𝑚𝑚

𝑖𝑖=𝑘𝑘+1

 

From this, we can derive a different interpretation of PCA: it can be viewed 
as the linear (orthonormal) projection that minimizes the reconstruction 
error ||𝐗𝐗 −𝑾𝑾𝑻𝑻𝐖𝐖𝐗𝐗||,𝟐𝟐   with 𝑾𝑾𝑻𝑻𝐖𝐖 =1. The identified features (WX), where 
W is (k×m), X is (m×n), are not correlated. 

In our example (link above), we have applied PCA to 10 European sovereign 
cds, we have discovered the shape of the hidden layers in terms of the 
original variables (W are the constituents) and reconstructed the data using 
the first three principal components (explaining more than 90% of the 
variance).  

We have then interpreted, for the Italian cds, the deviation from the 
“reconstructed value” �|X −𝑊𝑊𝑇𝑇WX|� as a  proxy for country/politic risk. 

PCA as an auto-encoder 

As just explained, performing PCA is equivalent to find the orthonormal 
basis that minimizes the reconstruction error. This problem can be 
approached using an autoencoder. 

An autoencoder (AE) is a Neural Network (NN) that is trained to give as 
output the input itself; while doing it, it is expected to learn the “hidden” 
representation of the data. In general, an auto-encoder has non-linear 
activation functions in both the encoding and decoding layers. There are 
several type of auto-encoders: under-complete auto-encoders, regularized 
auto-encoders and variational auto-encoders.  

An under-complete auto-encoder is characterized by the fact that the code 
(hidden layer) dimension is lower than the input dimension.  

The regularized auto-encoder instead of limiting the code dimension, 
considers a more general loss function in order to captures the salient 
features of the data. In the class of regularized auto-encoders we find the 
de-noising auto-encoder (the input is a corrupted copy of the real input that 
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needs to be correctly reconstructed), the sparse auto-encoder (it has a 
sparsity penalty in the training loss) and the contractive auto-encoder (the 
key intuition is to find a representation of the data that is robust to small 
perturbations of the input).  

Finally, the variational auto-encoders maximize the probability of observing 
the training data.  

In the following, we will refer to an under-complete auto-encoder (image 
below).  

Autoencoder structure 

 

The hidden layers of the AE perform dimensionality reduction during the 
training process. To reconstruct the input, the AE has an input layer and an 
output layer with the same dimensionality. The output is reconstructed in 
terms of the input, thanks to the activations of the hidden layers.  

In order to project  𝑋𝑋, i.e. the data matrix obtained by stacking data vectors 
{𝑥𝑥𝑛𝑛} , into the hidden layer, we have to map it to 𝑌𝑌 by using the activation 
function 𝜎𝜎1, the set of weights 𝑊𝑊1 and the vector of biases 𝑏𝑏1 as follows: 

𝑌𝑌 = 𝜎𝜎1(𝑊𝑊1 ⋅ 𝑋𝑋 + 𝑏𝑏1) 

Then the second layer allows to get the reconstructed output: 

𝑋𝑋
^

= 𝜎𝜎2(𝑊𝑊2 ⋅ 𝑌𝑌 + 𝑏𝑏2) 
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An auto-encoder with tied weights uses the same set of weights in the 
encoding and decoding layer, i.e. 𝑊𝑊2 = 𝑊𝑊1

𝑇𝑇 ,𝑊𝑊1 = 𝑊𝑊. Therefore, using a 
linear function, tied weights and no biases we get a:  

𝑋𝑋
^

= (𝑊𝑊𝑇𝑇 ∗ (⋅ 𝑊𝑊𝑋𝑋 + 𝑏𝑏1) + 𝑏𝑏2)   or    𝑋𝑋
^

= 𝑊𝑊𝑇𝑇(W ⋅ 𝑋𝑋)  

The objective function that the auto-encoder aims at minimizing is the 
following:  

𝐸𝐸�∥ 𝑋𝑋 − 𝑋𝑋� ∥2� =  𝐸𝐸[∥ 𝑋𝑋 −𝑊𝑊𝑇𝑇(W ⋅ 𝑋𝑋) ∥2] 

The solution of the problem is in general not unique, besides, the only 
requirement in the target function is “informative”, or, that the projecting 
subspace retains as much information as possible: the individual features 
(latent variables) need not to be unique or uncorrelated, as it is the case in 
PCA. 

If we force the auto-encoder with tied weights to diagonalize the original 
variance covariance matrix (regularized-auto-encoder), we find exactly 
the same components of the PCA (we will show in the code session how to 
do it via a modification of the loss function). 

An alternative method to get the PCA solution is to use a hierarchical error 
function.  If we define as 𝐸𝐸1,…,𝑖𝑖 the reconstruction error function by using 
only the components from first to i-th and force the auto-encoder to 
minimize the loss function 𝐸𝐸𝐿𝐿 = 𝐸𝐸1 + … + 𝐸𝐸1,…,𝑖𝑖, we get exactly the PCA 
components (“Non linear PCA: a new hierarchical approach”, Scholz and 
Vigario).  

This approach is to be preferred since it allows for a generalization of the 
PCA approach to a non-linear setting, by identifying features with 
decreasing construction error.  

In the following, we provide an empirical application of what we have 
discussed, with reference to the cds market. 

 
How to build a Vanilla Autoencoder 
 

In its basic structure an auto-encoder is composed by an encoding network 
coupled with a decoding network by a bottleneck hidden layer. To 
implement a PCA using an auto-encoder structure, we need to customize 
the encoding and decoding layers: 

• use linear activation functions 
• introduce constrains on the weight structure and the loss function 
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• no biases for convenience 

 
As an example, for a simple 5-layers tensorflow (TF in the following) auto-
encoder, the structure can be defined as: 

 
# Building the encoder 
def encoder(x): 
    layer_1 = x 
    layer_2=tf.matmul(layer_1,tf.transpose(weights['decoder_h1'])) 
    return layer_2 
 
# Building the decoder 
def decoder(x): 
    layer_1 = tf.matmul(x, weights['decoder_h1']) 
    layer_2 = layer_1 
    return layer_2 
 

 
Since the PCA is a single-pass transformation (only one matrix multiplication 
needed), in the encoding function we pass the input values directly to the 
second layer and the same happens in the decoding function.  

Note that we have no bias vectors, as we assume that the input dataset will 
be normalized (zero mean and unitary variance) before training, in these 
conditions the PCA hyperplane crosses the origin and the input and output 
biases go to 0. To simplify things we simply put no bias in the AE. 

The size of the hidden layer is fixed to 3 components (k components for 
choice, with k<m), while the input data are CDS values for 10 countries 
(m=10 features). 

You may notice that the same weights tensor is used, both in the encoder 
and in the decoder. This technique, known as tied weights (W=W’), makes 
the encoder faster to converge and in our setting it guarantees that W’W 
will tend to I (identity matrix), or, W is an ortonormal matrix. 

The TF model is made up by two simple lines of code, calling the output of 
the encoder inside the decoder: 

 
# Construct model 
encoder_op = encoder(X) 
decoder_op = decoder(encoder_op) 
y_pred = decoder_op 
 

 
As we have seen above, in the auto-encoder the function to minimize is the 
reconstruction error, which becomes our loss function.  
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# Define loss and optimizer, minimize the squared error 
loss = tf.reduce_sum(tf.pow(y_true - y_pred, 2)) 
optimizer = tf.train.AdamOptimizer(learning_rate_v).minimize(loss) 
 

We chose an ADAM optimizer to have a fast rate of convergence. 

The AE can now be trained with this piece of code: 

 
for _ in range(30): 
 for _ in range(1000): 
  batch_x = x_train[: ,:] 
  _, l = sess.run([optimizer, loss], feed_dict={X: batch_x, Y: batch_x}) 
 rec_ae_test = sess.run(decoder_op, feed_dict={X: x_test[:, :], Y: x_test[:, 
:]}) 
 print 'AE: train=', l, 'test=', np.sum((rec_ae_test - x_test[:, :])**2) 
 print 'PCA: train=', pca_train_err, 'test=', pca_test_err 
 

 
At each epoch we print both the reconstruction error for the AE on the train 
and the test set, and the PCA reconstruction error (which is constant in this 
cycle) for the train and the test set.  

 
AE: train= 12554.6 test= 166.362687097 
PCA: train =4260.45201399 test= 90.2911752758 
AE: train= 6480.48 test= 110.786269564 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 5310.36 test= 97.7780692867 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 5004.17 test= 94.639389285 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4780.82 test= 93.0713650659 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4487.34 test= 92.7127400574 
PCA: train= 4260.45201399 test= 90.2911752758 
............................................... 
............................................... 
AE: train= 4260.45 test= 90.2911711518 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4260.45 test= 90.2911989166 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4260.45 test= 90.2911540367 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4260.45 test= 90.2911752684 
PCA: train= 4260.45201399 test= 90.2911752758 
 

 
The reconstruction error of both the training and the test sets, quickly 
decreases. After the requested 30’000 epochs, the difference between the 
PCA and the AE reconstruction error is negligible, both on the train and on 
the test dataset. 
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We can now check latent variable found by the auto-encoder with the ones 
found by the PCA algorythm:  

 
In [15]: V = sess.run(weights['decoder_h1']) 
 
In [16]: V.T 
Out[16]: 
array([[-0.73088717, -0.4874166 , -0.07678375], 
       [ 0.1558124 , -0.31855103,  0.18299548], 
       [ 0.21790899, -0.30338508,  0.15959525], 
       [ 0.22461532, -0.39276791,  0.03328919], 
       [ 0.06250109, -0.0832642 ,  0.44656923], 
       [ 0.29820538, -0.3656646 ,  0.0235853 ], 
       [-0.21913984,  0.30288547,  0.70446736], 
       [-0.35612163, -0.30763146,  0.15230197], 
       [ 0.08387056, -0.06387072,  0.46222776], 
       [ 0.26244715, -0.28903478,  0.03054254]], dtype=float32) 
 
In [17]: pca.components_.T 
Out[17]: 
array([[-0.11003698, -0.80423304, -0.34462698], 
       [-0.38344232,  0.05861737, -0.09367838], 
       [-0.37222153,  0.12494165, -0.10410671], 
       [-0.3510347 ,  0.12764087, -0.25750586], 
       [-0.3743283 , -0.01315956,  0.26451586], 
       [-0.34352343,  0.20599142, -0.25050442], 
       [-0.21031097, -0.23363493,  0.73295294], 
       [-0.23041311, -0.43073313, -0.07768225], 
       [-0.37656769,  0.00980862,  0.28786964], 
       [-0.28606899,  0.187223  , -0.19095694]]) 
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In the following charts, we compare the composition of the hidden 
variables, under the PCA and AE projection. 

 

Composition of the first hidden feature in the AE solution, 
in terms of the original data. “First” refers to the fact 
that the feature explains the highest quote of variance 
(we are forgetting correlation to make some “spurious” 
comparison) 

 

 

 

Composition of the first hidden feature in the PCA 
solution, in terms of the original data 

 

Composition of the second hidden feature in the AE 
solution, in terms of the original data. 

 

 

Composition of the second hidden feature in the PCA 
solution, in terms of the original data 
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Composition of the third hidden feature in the AE 
solution, in terms of the original data. 

 

 

 

Composition of the third hidden feature in the PCA 
solution, in terms of the original data 

As we can see, the basis vectors (latent variables) of the auto-encoder are 
not exactly the same as the PCA’s, in terms of composition on the original 
data (weights W, in figure above). Still, they are similar: the first one is a 
sort of proxy for market behaviour (average), the second is a proxy for 
“core countries” risk (skewed to core countries), the third one a proxy for 
“peripheral” risk (skewed towards peripheral countries). We notice that 
the “components” identified by the auto-encoder are more “directional” (or 
extreme). 

Besides, the hidden variables identified by the auto-encoders are now 
correlated. We can extract the projection of the train set on the AE basis 
and look at its covariance, which is not diagonal: 

 
In [18]: factors_train = sess.run(encoder_op, feed_dict={X: x_train, Y: x_train}) 
 
In [19]: np.matmul(factors_train.T, factors_train) 
Out[19]: 
array([[ 1788.9693706 ,  -929.26706591,   911.48857745], 
       [ -929.26706591,  4067.7466192 , -2666.71983888], 
       [  911.48857745, -2666.71983888,  3882.82934372]]) 
 

 

As the MSE of the reconstruction is the same for both algorithms, we can 
be sure that both matrices W span the same subspace. To see this we can 
project and reconstruct the AE basis with the PCA and notice that the 
vectors are not changed: compare Out [20] with Out [16] for evidence.  
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In [20]: pca.inverse_transform(pca.transform(V)).T 
Out[20]: 
array([[-0.73088714, -0.48741662, -0.07678379], 
       [ 0.1558124 , -0.31855106,  0.18299544], 
       [ 0.21790902, -0.30338509,  0.15959521], 
       [ 0.22461532, -0.39276788,  0.03328919], 
       [ 0.06250108, -0.08326413,  0.44656929], 
       [ 0.29820537, -0.36566461,  0.02358531], 
       [-0.21913983,  0.30288539,  0.70446727], 
       [-0.3561217 , -0.30763142,  0.15230204], 
       [ 0.08387057, -0.06387067,  0.46222784], 
       [ 0.26244714, -0.28903488,  0.03054248]]) 
 

As we have predicted above, the basis is, at least, orthonormal. 

 
In [21]: np.matmul(V, V.T) 
Out[21]: 
array([[  1.00000036e+00,  -2.13107896e-07,   2.60581658e-07], 
       [ -2.13107896e-07,   9.99999642e-01,   3.63136422e-07], 
       [  2.60581658e-07,   3.63136422e-07,   9.99999762e-01]], dtype=float32) 
 

 

This condition would not have been necessarily true if the tensors of the 
encoding layer and the decoding layer were not the same.  

In conclusion, the solution found by the auto-encoder with tied weight 
span the same linear subspace of the PCA, but the hidden variables are 
different, correlated and more volatile. 

 

Hierarchical Auto-encoder to implement linear PCA 
 
To force the auto-encoder to give as output the same basis as the PCA, the 
canonical condition is to regularize the loss function in order to obtain a 
diagonal covariance matrix for the projected vectors. We could implement 
it by adding to the loss function, a component that is proportional to the 
sum of the weights of the covariance matrix off  the diagonal. Still to apply 
this condition, we need to evaluate, at each step, the covariance of the 
projection of the whole test set: if we were to train the AE with batches of 
the train set, the AE will never be able to reconstruct the full covariance 
matrix, so we would need to pass to the optimizer, at each step, the whole 
training set. 

This is not a problem in our empirical application, but it will never scale to 
datasets of millions of rows. 

As a better alternative, we can train our AE with a hierarchical loss 
function, which is the sum of the residuals of the reconstruction obtained 
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using the first hidden layer components, the first two hidden layer 
components up to the k-th.  

To implement this we will change nothing but the tensor to be minimized: 

 
# Define loss and optimizer, minimize the squared error 
for comp in range(n_comp): 
    mask = tf.constant([1. if other <= comp else 0.  
                        for other in range(n_comp)]) 
    if comp==0: 
        hie_loss = tf.reduce_sum(tf.pow(y_true -  
                   decoder(tf.multiply(encoder_op, mask)), 2)) 
    else: 
        hie_loss += tf.reduce_sum(tf.pow(y_true -  
                    decoder(tf.multiply(encoder_op, mask)), 2)) 
optimizer = tf.train.AdamOptimizer(learning_rate_v).minimize(hie_loss) 
 

 

With the same training loop we used for the vanilla autoencoder, we will 
obtain similar results for the MSE: 

 

 

 

 

 

 

 
AE: train= 197443.0 test= 2203.12944905 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 78737.1 test= 856.167718178 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 38393.8 test= 405.916962267 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 22200.4 test= 231.042998739 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 14913.6 test= 158.65312155 
PCA: train= 4260.45201399 test= 90.2911752758 
.............................. 
.............................. 
.............................. 
AE: train= 4260.45 test= 90.2911531405 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4260.45 test= 90.2911685624 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4260.45 test= 90.2911810771 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4260.45 test= 90.2912931535 
PCA: train= 4260.45201399 test= 90.2911752758 
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Let’s have a look at the weights of the transformation matrix: 

 
In [38]: V = sess.run(weights['decoder_h1']) 
 
In [39]: V.T 
Out[39]: 
array([[ 0.11000764,  0.80420625,  0.34460875], 
       [ 0.38341945, -0.05864256,  0.093661  ], 
       [ 0.37219933, -0.12496687,  0.10408936], 
       [ 0.35101172, -0.12766632,  0.25748885], 
       [ 0.37430683,  0.01313529, -0.26453313], 
       [ 0.34350148, -0.20601693,  0.25048718], 
       [ 0.21029304,  0.23361194, -0.73297   ], 
       [ 0.23038672,  0.43070817,  0.07766377], 
       [ 0.37654656, -0.00983311, -0.28788695], 
       [ 0.28604743, -0.18724841,  0.19093944]], dtype=float32) 
 
In [40]: pca.components_.T 
Out[40]: 
array([[-0.11003698, -0.80423304, -0.34462698], 
       [-0.38344232,  0.05861737, -0.09367838], 
       [-0.37222153,  0.12494165, -0.10410671], 
       [-0.3510347 ,  0.12764087, -0.25750586], 
       [-0.3743283 , -0.01315956,  0.26451586], 
       [-0.34352343,  0.20599142, -0.25050442], 
       [-0.21031097, -0.23363493,  0.73295294], 
       [-0.23041311, -0.43073313, -0.07768225], 
       [-0.37656769,  0.00980862,  0.28786964], 
       [-0.28606899,  0.187223  , -0.19095694]]) 
 

 

Now the results are much better: the eigenvectors are almost the same. Let 
us also check the projected space covariance: 

 

We have definitely diagonalized the covariance matrix.  

 

 
In [43]: factors_train = sess.run(encoder_op, feed_dict={X: x_train, Y: 
x_train}) 
 
In [44]: np.matmul(factors_train.T, factors_train) 
Out[44]: 
array([[  6.96964014e+03,  -5.63179016e-01,  -3.77602577e-01], 
       [ -5.63179016e-01,   1.46254016e+03,  -2.59575844e-02], 
       [ -3.77602577e-01,  -2.59575844e-02,   1.30635876e+03]], dtype=float32) 
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Nonlinear Auto-encoder 
 
To make a better reconstruction of the input data (same hidden layer 
structure), we can try to add nonlinear functions to the layers of our vanilla 
auto-encoder. 

First of all, we define the sizes of the layers inside it as 10, 15, 3, 15,10. 
Therefore, our input will be, first, decomposed in 15 nonlinear features that 
will be recombined in the three components of the hidden layer. In the same 
way, the three components of the hidden layer will be used to reconstruct 
15 features (for each sample, not necessarily equal to the features of the 
second layer) that linearly combined return the final reconstruction of the 
input. 

The code is a simple variation of the code we had for the linear AE: 

 
# Building the encoder 
def encoder(x): 
    # Encoder Hidden layer with sigmoid activation #1 
    layer_1 = tf.nn.sigmoid(tf.add( 
                    tf.matmul(x, weights['encoder_h1']),  
                    biases['encoder_b1'])) 
    # Encoder Hidden layer with sigmoid activation #2 
    layer_2 = tf.nn.sigmoid(tf.add( 
                    tf.matmul(layer_1, weights['encoder_h2']),  
                    biases['encoder_b2'])) 
    return layer_2 
 

 

 
# Building the decoder 
def decoder(x): 
    # Decoder Hidden layer with sigmoid activation #1 
    layer_1 = tf.nn.sigmoid(tf.add( 
                    tf.matmul(x, weights['decoder_h1']),  
                    biases['decoder_b1'])) 
    # Decoder Hidden layer with linear activation 
    layer_2 = tf.add( 
                    tf.matmul(layer_1, weights['decoder_h2']),  
                    biases['decoder_b2']) 
    return layer_2 
 

 

The main differences are the following:  

• now the input layer of the encoder and the output layer of the 
decoder do transform their inputs;  

• the activation functions of the internal layers are sigmoids (the 
activation of the output layer of the decoder is linear as we have a 
dataset that is in principle unbounded);  
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• there are bias vectors as we need to translate the input of the 

sigmoids so that we have a linear effect when it is needed and a 
saturation effect when the input is too high or too low. 

 
The TF model is made up by the same two lines of the linear case: 

 
# Construct model 
encoder_op = encoder(X) 
decoder_op = decoder(encoder_op) 
y_pred = decoder_op 
 

 

And the loss function is indeed the same: 

 
# Define loss and optimizer, minimize the squared error 
loss = tf.reduce_sum(tf.pow(y_true - y_pred, 2)) 
optimizer = tf.train.AdamOptimizer(learning_rate_v).minimize(loss) 
 

 

Given that a nonlinear auto-encoder can easily overfit the data, we will start 
the training giving it a noisy version of the input to reconstruct. In this way, 
the optimizer will always be presented a different version of all the inputs 
so that the fitting will be shocked at each epoch with a slightly different 
version of the observation and will go towards a linear average of points 
around each sample.  

 
# denoising training 
for _ in range(30): 
  for _ in range(1000): 
   batch_y = x_train[: ,:] 
   batch_x = batch_y + np.random.randn(*batch_y.shape)/10 
   _, l = sess.run([optimizer, loss], feed_dict={X: batch_x, Y: batch_y}) 
  rec_ae_test = sess.run(decoder_op, feed_dict={X: x_test[:, :], Y: 
x_test[:, :]}) 
  print 'AE: train=', l, 'test=', np.sum((rec_ae_test - x_test[:, :])**2) 
  print 'PCA: train=', pca_train_err, 'test=', pca_test_err 
# denoising training 
 

 

The results show a rapid decrease of both the training and the test set 
residual: 
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AE: train= 11699.0 test= 127.274297519 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 9360.05 test= 120.74301847 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 7055.84 test= 99.1203489283 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 5961.89 test= 93.0402568927 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 5327.43 test= 89.963612795 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4929.57 test= 89.4420233188 
PCA: train= 4260.45201399 test= 90.2911752758 
.............................. 
.............................. 
.............................. 
AE: train= 4142.12 test= 90.0574143229 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4130.02 test= 90.0047248567 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4118.85 test= 90.0271824334 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 4103.0 test= 90.0238865577 
PCA: train= 4260.45201399 test= 90.2911752758 

 

This confirms that we managed to avoid overfitting of the model, as the 
performances are good also on data it never seen. After the first 30000 
epochs, we could switch back to the normal training: 

 
for _ in range(30): 
 for _ in range(1000): 
  batch_x = x_train[: ,:] 
  _, l = sess.run([optimizer, loss], feed_dict={X: batch_x, Y: batch_x}) 
 rec_ae_test = sess.run(decoder_op, feed_dict={X: x_test[:, :], Y: x_test[:, 
:]}) 
 print 'AE: train=', l, 'test=', np.sum((rec_ae_test - x_test[:, :])**2) 
 print 'PCA: train=', pca_train_err, 'test=', pca_test_err 
 

 

As soon as we delete the noise from the loss, the model starts giving worse 
results on the test set while the residual on the train set continues lowering.  
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AE: train= 3928.32 test= 91.7523541916 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 3884.17 test= 92.4319697672 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 3830.75 test= 93.1953235085 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 3778.44 test= 93.7004563797 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 3724.9 test= 93.8984974683 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 3669.91 test= 94.0992747661 
PCA: train= 4260.45201399 test= 90.2911752758 
.............................. 
.............................. 
.............................. 
AE: train= 3084.32 test= 82.4966531826 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 3081.59 test= 82.4191215503 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 3078.67 test= 82.3285468943 
PCA: train= 4260.45201399 test= 90.2911752758 
AE: train= 3075.66 test= 82.1923253342 
PCA: train= 4260.45201399 test= 90.2911752758 

 

Fortunately, the model was good enough to recover, and the residual in the 
test set started lowering after a dozen epochs. In our tests, the convergence 
loop had to be called at least twice, as the convergence of this model is quite 
slow, we stopped when the test set accuracy was 10% better than the one 
of the PCA (the train set accuracy was already over 38%). 

 
 
Reality check: ”orange is the new black” 
 
To confirm the validity of the AE estimates we tested an investment strategy 
on the sovereign cds market. 

For each day in the test set (192 observations), we have reconstructed the 
fair value of the cds market with the non-linear AE solution and with the 
PCA solution. We have compared the reconstruction with the market price 
and invested an equal amount of risk in the cheapest (long) and richest 
(short) asset.  In the figure below, we plot the P&L obtained for the two 
strategies. 

In the sample, the AE (orange) outperforms by over 58%, obtaining a P&L of 
154.64 bps, versus a PCA (blue) P&L of 97.70 bps. 
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• P&L with non-linear 
autoencoder 

• P&L with PCA 

 

 Strategy’s P&L: PCA versus non-linear autoencoder. 

 
Nonlinear Hierarchical Autoencoder for non-linear PCA 
 

The nonlinear autoencoder has a promising capability to decompose the 
dataset in few explaining features. Unfortunately, the factors of the 
hidden layer are mangled in the decoding network so that we can give 
neither order of importance to them, nor “direct” interpretability. 

We have seen how to give an order to the hidden variables using the 
hierarchical linear autoencoder to extract the PCA solution. Therefore, we 
copy the hierarchical loss function into a non-linear hierarchical auto-
encoder: 

 
# Define loss and optimizer, minimize the squared error 
for comp in range(n_comp): 
    mask = tf.constant([1. if other <= comp else 0.  
                        for other in range(n_comp)]) 
    if comp==0: 
        hie_loss = tf.reduce_sum(tf.pow(y_true -  
                   decoder(tf.multiply(encoder_op, mask)), 2)) 
    else: 
        hie_loss += tf.reduce_sum(tf.pow(y_true -  
                    decoder(tf.multiply(encoder_op, mask)), 2)) 
optimizer = tf.train.AdamOptimizer(learning_rate_v).minimize(hie_loss) 
 

 

As before, we stop the training when the test error is 10% less than the one 
on the PCA:  

AE: train= 3734.28 test= 81.8608747824 
PCA: train= 4260.45201399 test= 90.2911752758 
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• P&L with non-linear 
hierarchical autoencoder 

• P&L with PCA 

 

If we run the same investment simulation as before, we have the cumulative 
P&L. The hierarchical auto-encoder (orange) still outperforms the PCA 
solution (blue), but with a lower margin: over the last 192 days the 
hierarchical AE outperforms by over 30%, obtaining a P&L 127.39 bps versus 
a PCA P&L of 97.70 bps. 

Strategy’s P&L: PCA versus non-linear hierarchical autoencoder. 

Finally, as we would expect, the reconstruction error strictly decreases with 
the number of components we use in the reconstruction, which is not the 
case in the vanilla non-linear auto-encoder. 

 
In [114]: np.sum((rec_ae_0 - x_train[:, :])**2) 
Out[114]: 6651.674289113249 
 
In [115]: np.sum((rec_ae_1 - x_train[:, :])**2) 
Out[115]: 4837.0354213790524 
 
In [116]: np.sum((rec_ae_train - x_train[:, :])**2) 
Out[116]: 3734.281447701625 
 

 

Conclusion 

We have shown how to get the PCA solution from a hierarchical linear auto-
encoder with tied weights.  

We have improved the PCA performance in term of MSE and P&L using a 
non-linear auto-encoder.  

We have shown how is possible to assign a “hierarchical” order to the 
hidden variables using a non-linear hierarchical auto-encoder. 
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Appendix  

Theorem     
Suppose A € 𝑅𝑅𝑛𝑛∗𝑛𝑛 is symmetric. Then  
1. every eigenvalue  of A is a real number ; 
2. eigenvectors corresponding to distinct eigenvalues are necessarily 
orthogonal:  

 

 
3. there exists a diagonal matrix D € 𝑅𝑅𝑛𝑛∗𝑛𝑛  and an orthogonal matrix U € 
𝑅𝑅𝑛𝑛∗𝑛𝑛  such that A=UD𝑈𝑈𝑇𝑇.  
The diagonal entries of D are the eigenvalues of A and the columns 
of U are the corresponding eigenvectors:  

 

 
 
An orthogonal matrix U satisfies, by definition, 𝑈𝑈𝑇𝑇=𝑈𝑈𝑇𝑇−1, which means that 
the columns of U are orthonormal (that is, any two of them are orthogonal 
and each has norm one). The expression A= A=UD𝑈𝑈𝑇𝑇 of a symmetric matrix 
in terms of its eigenvalues and eigenvectors is referred to as the spectral 
decomposition of A.  

 

Proof of equivalence: hierarchical loss function 

This type of loss function is based on the intuition that the PCA residual 
decreases, for each added component, by the value of the eigenvalue (once 
you sort them decreasingly) in the position corresponding to the component 
number: i.e. for only one component the residual norm decreases by λ1 (as 
this is the explained variance for the PCA using just one component), if you 
add the second component the residual norm decreases by λ2 and so on. 
Our hierarchical loss function can then be interpreted as follows: we search 
for a k-dimensional subspace of minimal mean square error (MSE) under the 
constraint that the (k − 1)-dimensional subspace is also of minimal MSE. This 
is successively extended such that all 1,...,k dimensional subspaces are of 
minimal MSE. Hence, each subspace represents the data with regard to its 
dimensionalities best. This condition is pretty much the same of the 
standard linear PCA.  
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