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Perchè reinforcement learning?
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Obbiettivo: 
• Date le previsioni dei vari algoritmi per la traiettoria della giornata
• Trovare la strategia per massimizzare il trading intraday, con vincolo di drawdown 

(stoploss)

Previsioni 
intraday per 
Bund future
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Exploit intraday seasonality-working paper
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“Intraday patterns in FX returns and order flow” – Breedon, Ranaldo – Swiss National 
Bank

• Come già evidenziato in letteratura c’è una tendenza significativa delle currencies 
a deprezzarsi nelle ore di trading locali (euro si deprezza nell’orario di trading 
europeo) legata al fatto che i player di mercato sono compratori netti di foreign 
currencies (compro ciò che non ho).

• Il reinforcement learning applicato a questo problema conferma la stagionalità 
intraday e fornisce una strategia per tredarla in modo profittevole.

Eurusd 
intraday
0=short
1=flat
2=long
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Scienza della mente
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Reinforcement Learning nella definizione di SUTTON 

• Agent-oriented learning—learning by interacting with an environment to achieve a 
goal 

• More realistic and ambitious than other kinds of machine learning Learning by trial 
and error, with only delayed evaluative feedback (reward) 

• The kind of machine learning most like natural learning 

• Learning that can tell for itself when it is right or wrong 

• The beginnings of a science of mind that is 
neither natural science nor applications 
technology

https://youtu.be/ggqnxyjaKe4



5

Reinforcement learning dove:
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In finanza è utilizzato, su scale temporale differenti, per:

• Pricing prodotti esotici (no closed solution)

• Liquidazione di portafogli, esecuzioni di grossi ordini

• Ottimizzazione di portafogli di investimento
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Inverse reinforcement learning
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Più recentemente, l’inverse Reinforcement Learning ha ribabaltato il problema ed 
utilizzando come input il comportamento dell’agente (la sequenza decisionale) ha 
cercato di individuare la funzione di reward che la ha generato.  

Questo approccio, non ancora mainstream, è stato proposto per 
• profilare gli agenti (clienti, traders)
• valutare l’efficacia di simulazioni (marketing)
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Introduction to Reinforcement Learning

Reinforcement learning is a particular area of machine learning concerned with decision 
making and how software agents take actions in a particular environment  in order to 
maximize a particular function known as reward function.  

Reinforcement learning has been around since 1950s but a revolution took place in 2013 
when researchers from a startup called DeepMind demonstrated a system that could learn 
to play Atari games just from raw pixels as input and without any prior knowledge of the 
rules of the game, outperforming humans in most of the cases.



Introduction to Reinforcement Learning

The Atari playing system by DeepMind was the first of a series of amazing achievements, culminating in May 2017 with the victory of their 
system AlphaGo against the world champion of the Game Go.  
But reinforcement learning does not limits its application to videogame...
Other applications of reinforcement learning include:

 Autonomous car driving
 Robot motor control
 Automated Trading systems
 Adaptive traffic signals controls
 Automated temperature regulation

And many others...



Theory and Concepts: Introduction

In Reinforcement Learning an agent receive observations within an environment (also referred as state of the environment), takes actions , 
and in return it receives rewards which tell the agents how much the action he has taken is good or bad. Its objective is to learn to act in 
such a way that will maximize the expected long term rewards. We will see later that we can have the cumulative reward that is often time 
discounted by a factor called gamma. This means that rewards earlier in time weigh more than reward later in time.  



Theory and Concepts: Markov Decision Process (MDP)

Markov Decision Process provide a mathematical framework for modelling decision 
making. 
Markov decision process follow the Markov Property which tell us that future states 
depends only upon the present state, not on the sequence of events that preceded 
it.

At each step an agent can choose one of several possible actions and the transition 
probabilities depend on the chosen action. Moreover, some state transition return 
some reward and the agent goal is to find a policy (a way of acting) that will 
maximize reward over time.   

States:    [S0, S1, S2]
Actions:    [a0, a1]



Theory and Concepts: Value Function

By knowning a Markov Decision Process (MDP) properties we can estimate the optimal state value of any state s, noted as V*(s) which tell 
us how much valuable is for the agent to be in that state. 
V*(s) is the sum of all discounted future rewards the agent can expect on average when he is in state s and act optimally. 
V*(s) can be found by applying the Bellman Optimality Equation :

                         
                         

Where: 
 P(s’|s,a) : Probability of transition to state s’ being in state s and giving action a
 R(s,a,s’) : Reward obtained from taking action a in state s and landing in state s’
  γ : Discount factor, ranging from [0, 1] it controls the weighing of the future rewards with respect to the immediate reward. (Is reward now 

better than reward later?)



Theory and Concepts: Exploration vs Exploitation

In reinforcement learning we don’t typically have some batch of data like we are 
used to think in supervised learning. We’re gathering data as we go, and the 
actions that we take affects the data that we see.

This type of setting involves a fundamental choice:

 Exploitation: Make the best decision given the current information.
 Exploration: Try out new actions.

Exploration may lead us to lower rewards in the near future but there is also the 
possibility to discover new higher reward states. One of the challenges in 
reinforcement learning is to balance Exploration and Exploitation. 



An example: GridWorld 

In GridWorld the agent is a Robot inside a Maze, its aim is to find the diamond and avoid the pit. The robot can choose between 4 actions: 
go north, go south, go west, go east.
The agent actions do not always go as planned: 80% of the time the action choosen is the action taken, 20% of the time the action taken is 
one of the possible adjacent action (equally ditributed by 10% - 10%). 

The robot takes a reward of
+1 if the goal is reached
and of -1 if it falls in the pit.
0 elsewhere. 
Suppose a discount factor gamma = 0.9

What does the Value Function
will looks like?



Value Function in GridWorld 

By solving the Bellman Equation (Bellman equation can be solved iteratively by using an algorithm called Value Iteration) we will obtain this 
value function. What does this mean? Each number inside the cell tell us how much good is to be in that state.

What will happen if gamma = 1? 



Value Function in GridWorld 

By solving the Bellman Equation (Bellman equation can be solved iteratively by using an algorithm called Value Iteration) we will obtain this 
value function. What does this mean? Each number inside the cell tell us how much good is to be in that state.

But knowing the value function does not tell the agent explicitly what to do. To overcome this issue a very similar function which estimates 
the optimal state-action pair value is used. This function is known as Q-function.    



Q-Function in GridWorld

By knowing the Q-function the agent could choose which action give the best expected discounted reward.    



Theory and Concepts: Deep Reinforcement Learning

The main problem is that solving the equation for the Q-value does not scale well and become almost impossible to find the exact solution 
for typical real world problems. The solution is to find a function that approximate the Q-value of any state-action pair using a manageable 
number of parameters. 
What can we use to approximate a function? Deep Neural Network!
Using deep neural network works very good, especially for complex problems.    



Theory and Concepts: Deep Reinforcement Learning

With the name “Deep Reinforcement Learning” we then refers to the use of Deep Neural Network applied to Reinforcement Learning. 
Different algorithms has been proposed which utilizes deep NN in reinforcement learning problems. 
We can list a set of algorithms based on the problem they are trying to solve: 
 

  Policy based method: Which aims to directly optimize the agent policy (i.e. how the agent directly act in the         environment).
  Value based method: Which aims to optimize the value function.
  Actor Critic method: Which aims to optimize both.

In particular we will focus on the Deep Q Network which try to approximate the Q-function through the use of a Neural Network.       



Theory and Concepts: Lets move to Code!

From now to the end we will switch to code in order to see the main Python libraries used to build our environments and train our 
Reinforcement Learning agent: OpenAI Gym and OpenAI Baselines!    



References

- UCL course on Reinforcement Learning: http://www0.cs.ucl.ac.uk/staff/d.silver/web/Teaching.html
- Deep RL bootcamp – Berkeley: https://sites.google.com/view/deep-rl-bootcamp/lectures
- Reinforcement Learning: An introduction: Sutton & Barto   

http://www0.cs.ucl.ac.uk/staff/d.silver/web/Teaching.html
https://sites.google.com/view/deep-rl-bootcamp/lectures
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