
Archetypal Analysis as an 
autoencoder
As we have done in a  previous work,  herein, we show how the
autoencoder neural network structure can be used to produce the
output  of  an  archetypal  analysis  reducing  the  computational
effort.
Archetypal analysis is an old factorization technique, which offers
interesting  perspective  and  interpretation  of  the  many
multivariate  problems.  In  the  following,  we  will  review  the
analysis  definition  and  show  how  to  produce  it,  via  an
autoencoder.

Archetypal Analysis:
Archetypal Analysis (AA) is a data approximation method which
approximates  data  points  by  convex (positive  coefficients  with
unitary  sum)  combination  of  prototypes,  denoted  as
“archetypes”. “Archetypes” themselves are a convex combination
of the original data points.

AA was introduced as a dimensional reduction method in [1, 2]
with  more  interpretable  results  when  compared  to  Principal
Component Analysis (PCA).  The original comparison study had
the goal of designing facemasks for the Swiss Army, starting from
a dataset consisting of 6 head dimensions for 200 soldiers. 

For  this  dataset,  PCA found principal  components  that  did  not
resemble  a  head  shape  (as  an  example:  negative  distance
between eyes). 

To have patterns resembling “pure types” in the data, each entry
in the dataset was approximated by a mixture of the patterns. To
make  patterns  resemble  the  data,  each  pattern  itself  was  a
mixture of the data points.

For a data matrix X= (x1 ,x 2 , .. . ,xn) representing n observations, on

m features, AA  seeks  k≪n  m-dimensional  archetypes
Z= (z1 ,z2 ,. . .,zk ) ,  such  that  each  x i  can  be  approximated  by  a

convex combination of all archetypes:

x i ≈ a1i z1+a2i z2+. . .+aki zk , aij≥0, ∑
j= 1

k

a ji=1 (1 )

where z j themselves are convex combinations of the data:

Please see important disclaimer and disclosures at the end of the document  1

11-

AI4trading Team

AI4trading@ags-it.com

Cristiana Corno

Reza Farmani

25- JJuulyly--22001188

AI4trading Team

AI4trading@ags-it.com

Cristiana Corno

Reza Farmani

Nicola Marino

mailto:AI4trading@ags-it.com
https://www.ai4trading.com/wp-content/uploads/2018/04/PCA-improvementgeneralization-with-DL.pdf


z j ≈ b1 jx1+b2j x2+. ..+bnj xn , bij≥0, ∑
i= 1

n

bij=1 (2 )

After setting a number of archetypes  k, the coefficients  a and  b
arise from the optimization problem

mina ij ,blj
∑
i=1

n

‖x i−∑
j= 1

k

a ij∑
l=1

n

blj x l‖
2

(3 )

with constraints

aij⩾0, ∑
j=1

k

aij=1, b ij⩾0, ∑
i= 1

n

bij=1 ( 4 )

or, in terms of the matrices A= (a ji )k×n
and B= (blj )n×k

,

minA,B‖X−XBA‖F
2 (5 )

under  the  same  constraints,  with  ‖.‖F denoting  the  Frobenius

norm ‖M‖F=(∑
i=1

p

∑
j=1

q

|mij|
2)

1/2

 .

It is proved that if  k=1 , the only archetype coincides with the
samples’ mean; and for  k>1 , archetypes necessarily reside on
the data convex hull  and increasing the number of archetypes
improves the approximation of the data convex hull.

Figure  1.  Archetypal  analysis  approximates  the  convex  hull  of  a  set  of
multivariate  data.  Increasing  the  number  k of  archetypes  improves  the
approximation. (Image from [3]).

One  of  the  approaches  proposed  to  solve  the  optimization
problem  in  AA  is  alternating  projected  gradient  approach  [4].
Observing that:

E=‖X−XBA‖2 = tr [ XT X−2 XT XBA+AT BT XT XBA ] (6 )
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we  can  evaluate  the  derivative  of  the  error  function  E with
respect to matrices A and B:

∇ A E=2 [ZT ZA−ZT X ] (7 )

 and 

∇B E=2 [ XT XBAAT−XT XAT ] (8 )

so  that  AA  can  also  be  computed  by  alternating  the  updates
A⇐ A−tA ∇A  and  B⇐B−tB∇ B where  t A and  tB are  step  size

parameters.  Since  the  gradient  steps  may  lead  out  of  the
constraint sets, updated columns of  A and B should be bounded
and need to be projected back into their feasible regions which
are the standard k and n simplex, respectively.

Figure 2. Visualization of the residual sum of squares and simplified embedding
of coefficient vectors for k = 3 (left) and k = 4 (right). (Images from [3])

While data inside an archetypal hull can accurately be expressed
as  convex  combinations  of  archetypes,  the  constraints  in  (1)
cause data on the outside to be mapped to the nearest point on
the hull. For a generic data point x i , the coefficient vector ai  are
bounded and thus resides in a simplex whose vertices correspond
to the archetypes z i . (Figure 2, image taken from [3])

Once suitable archetypes have been determined, each data point
x i  can either be reconstructed exactly, if they are placed inside

of convex hull,  or,  approximated, if  they are placed out of the
convex hull, as a convex combination of the z j  . 

The corresponding coefficient vector ai   can be interpreted as a
distribution over the archetypes. This allows for soft clustering or
classification since the coefficients aij  correspond to probabilities

p( xi|z j)  which  indicate  membership  to  classes  or  concepts

represented by the archetypes z j .

Please see important disclaimer and disclosures at the end of the document  3



Archetypal Analysis: a market application

By  definition,  the  archetypes  are  the  extreme  values,  which
contain in their convex hull, all the original data. 

Suppose, we have a dataset X(m, n) of n observations for each of
the m assets (volatility indexes, rates, equity, credit indexes): the
archetypes  are  the  extreme  market  configurations  that
contain or explain the observed data point.

We use the Matlab code produced by Morten Morup,  available
here to run an archetypal analysis on  X, using  k=7 archetypes,
after a proper data normalization (zeta score of daily differences).

# archetypal analysis on X with k=7 archetypes
[XB, A,B, SSE, varexpl] = PCHA(X,7);

As  in  PCA,  we  can  choose  the  correct  number  of  archetypes,
looking at the explained variance of the original dataset. In our
example:

The matrix  B (n,k)  with   and summing up to 1 in the  n
dimension, describes the days that make up the archetype k and
the percentage in which they enter in determining it.

# component days in archetype 1
ark1 = B(B(:,1)>0,1)

As an example, in our dataset, archetype 1 is a weighted average
of  11  days  (we  will  call  them  “first  archetype’s  days”)  with
positive weights and unitary sum, chartered in Fig.5.
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Figure 3. Explained variance as a function of number of 
archetypes

Figure 4. Increase in contribution: 7 archetypes seems to be a 
good choice in our example

http://www.mortenmorup.dk/index_files/Page327.htm


The daily move of the  m assets in the days that constitute the
first  archetype,  are  represented  in  picture  below,  and  can  be
synthetized  as  days  characterized  by  an  increase  in  volatility,
rates down, wider credit spread, falling equity markets.

In the same way, we can derive the remaining archetype’s day
behaviour, or we can look directly at the archetype matrix, XB to
see the archetypes composition in terms of asset behaviour (see
appendix for details on 4 of the remaining archetypes).

Each past observation is, under AA analysis, a weighted average
(with  positive  weights  summing  up  to  one),  according  to  the
coefficients contained in matrix  A (k,n) of the “extreme” market
days  observed  in  the  past.  In  case  of  an  “online”  use  of  the
algorithm, we can think of A, as the membership probabilities of
the observation to our extreme boundaries (soft clustering where
the centroids are extreme value, rather than averages).
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High vol

Rates down

Wider credit

Stocks down

Figure 5. B coefficients in archetype 1

Figure 6. Daily move of the m assets in the first archetype’s days. 

# archetype 1 days 
I=B(:,1)>0
ark1_days=X(I,:)



As in the case of PCA, we can reconstruct the original data using
the  archetypal  approximation  to  highlight  relative  mispricing
between asset classes (with history as a benchmark).

AA can then be used in the same way as PCA as a relative value
algorithm or  can be used to identify “extreme boundaries” for
portfolio hedging/allocation or regime –switching models.

It could also be interesting to investigate how, and if, days move
in time around the archetypes.
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Figure 7. Reconstruction errors of the original data obtained by AA 



Archetypal Analysis as an Autoencoder

An autoencoder is a type of artificial neural network used to learn
efficient data features in an unsupervised manner. The aim of an
autoencoder is to learn a representation (encoding) for a set of
data,  typically  for  the  purpose  of  dimensionality  reduction.  An
autoencoder learns to compress data from the input layer into a
short code, and then uncompress that code into something that
closely matches the original data. This forces the autoencoder to
engage in dimensionality reduction, for example by learning how
to  ignore  noise.  Some  architectures  use  stacked  sparse
autoencoder layers for image recognition. The first autoencoder
might learn to encode features like corners, the second analyze
the first layer’s output and then encode less local features like
the tip of a nose, the third might encode a whole nose, etc., until
the final autoencoder encodes the whole image into a code that
matches (for example) the concept of a “cat”. 

Figure 8. Schematic structure of an autoencoder with 3 fully-connected hidden layers.

Looking  at  the  overall  objective  of  AA,  namely  to  find  factor
matrices  such  that  X≈XBA ,  we  realize  that  it  is  indeed  an
autoencoder that maps  X  onto itself. Matrices  B and  A can be
considered as  encoder and decoder part  of  an autoencoder  in
which,  at  first,  matrix  B,  as  an  encoder,  finds  the  place  of
archetypes  as  a  combination  of  input  data  points,  and  then
matrix A, as a decoder, maps all the data points into the convex
hull  created  by  obtained  archetypes. In  other  words,
archetypes  are  a  convex  combination  of  data  points  and  the
mapped data points are a convex combination of archetypes. To
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reconstruct matrix  X, different methods that can be applied. We
will  show,  first,  the simple  way,  using  a  decoder network and
later,  a  geometric  approach,  which  uses  the  concept  of
barycentric  coordinate  system  and  sheds  more  light  on  the
possible use of archetypal analysis  in outliers detection.

To design an autencoder, which can find a specified number of
archetypes from input data points and satisfies the optimization
constraints  introduced  in  equations  (1)  and  (2),  the  following
considerations are taken into account:

1- We use a  symmetric neural network where the number of
neurons in the input and output layers are equal to dimension of
the input dataset.

2- The network contains three layers (one input, one hidden, and
one output),  where  the  number of  neurons in the  hidden
layer equals to the number archetypes.

3- Softmax function is applied on the weights of the network
in the encoder and decoder parts of the network to satisfy the
essential constraints of AA introduced in equations (1) and (2).

4- To comply with of the nature of the problem, biased variables
are not used in this experiment.

5- We use observations related to the m assets introduced in the
market  example  in  the  previous  section.  We  train  the
autoencoder on a major part of the dataset (only one big batch of
data).  After  doing  the  training  process,  we  examine  its
performance on the remaining data as a test set.

6- Summation  of  squared  error  between  input  data  and
reconstructed  data  is  considered  as  the  loss  function  to  be
minimized.

7- Adam optimizer is used for having a fast convergence of the
optimization process.

8- In this experiment a constant value of learning rate is used
during the training process.

Using Pandas and Numpy libraries the input data is loaded from
disk, transformed to array. Then the return values are evaluated
and and splitted to train and test sets. It is essential to normalize
the input data before using it:
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Here k = 7, also named as num_comps, is set as the number of
archetypes that is equal to the number of nodes in the middle
layer  of  the  autoencoder.  The  training  process  uses all  the
training  set.  Therefore,  we  set  number  of  observations  in  the
training set as batch size:

Using Tensor Flow variable definition the autoencoder weights are
initiated  as  random  normal  distribution  with  zero  mean  and
unitary  standard  deviation.  We  put  no  bias  in  the  variables’
dictionary.  Softmax  function  is  applied  along  the  second
dimension  of  the  encoder’s  and  decoder’s  weights
(observations’  number  and  archetypes’  number).  This  function
guarantees  that  all  the  weights’  values  along  the  specified
dimension are positive and their summations are equal to one:
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# Load data
df = pd.read_excel("dati_ark_final.xlsx")
# Reveres data
df = df[::-1]
# Clean data
df = df.drop(['Dates'], axis=1)
df = df.dropna(axis=0)
data = np.array(df)

# Evaluate the return values
returns = np.zeros((data.shape[0]-1, data.shape[1])) 
for i in range(data.shape[0]-1):
    returns[i, :] = data[i, :] - data[i+1, :]

# Split data to train and test sets
x_train = returns[:-232,:]
x_test = returns[-232:,:]

# Normalize training data
x_train_mean = x_train.mean(axis=0)
x_train_std = x_train.std(axis=0)
x_train = (x_train - x_train_mean) / x_train_std

# Normalize test set
x_test = (x_test - x_train_mean) / x_train_std

# Batch size
batch_size = x_train.shape[0]

# List of dimensions of input, hidden, and output layers 
layers_dim = [x_norm.shape[1], num_comps, x_norm.shape[1]]



The  size  of  the  hidden  layer  is  fixed  to  7  num_comps (k
components for choice, with k<m), while the input data contains
21 features and 4390 number of observations.

A simple 3-layers Tensor Flow auto-encoder, the structure can be
defined as:

The input of the network  is defined as a TensorFlow placeholder
as:

The TensorFlow model is made up by two simple lines of code:
calling the output of the encoder inside the decoder:

As  we  have  seen  above,  in  the  auto-encoder  the  function  to
minimize  is  the  reconstruction  error,  which  becomes  our  loss
function. 
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# Building the encoder
def encoder(x):
    layer_1 = tf.matmul(weights['encoder'], x)) 
    return layer_1

# Building the decoder
def decoder(x):
    layer_1 = tf.matmul(weights['decoder'], x)
    return layer_1

# The Graph input
X = tf.placeholder("float", [batch_size, layers_dim[0]])

# The Graph targets (labels)
y_true = tf.placeholder("float", [batch_size, layers_dim[0]])

# Construct model
encoder_op = encoder(X) 
decoder_op = decoder(encoder_op)

# Prediction
y_pred = decoder_op

# Autoencoder weights and biases
fake_weights = {
    'encoder': tf.Variable(tf.random_normal([layers_dim[1], batch_size])), 
    'decoder': tf.Variable(tf.random_normal([batch_size, layers_dim[1]]))
}

weights = {k: tf.nn.softmax(v, dim=1) for k, v in fake_weights.iteritems()}



We chose an ADAM optimizer to have a fast rate of convergence.

The network can, now, be trained with this piece of code:

The convergence history is also presented after 100 epochs in the
below image:

Figure 9. Convergence history of autoencoder

As  the  above  image  shows,  after  about  30  epochs,  the
reconstruction error of the training set converges and does not
change considerably. We can now check matrices B and A to see
if they satisfy conditions (1) and (2). Checking matrix B we have:

And we do the same for matrix A:
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# Define loss and optimizer, minimize the squared error
loss = tf.reduce_sum(tf.pow(y_true - y_pred, 2))

optimizer = tf.train.AdamOptimizer(learning_rate).minimize(loss)

# Training loop
for epoch in range(50):
  for _ in range(500):
    batch_x = x_train[: ,:]
    _, l = sess.run([optimizer, loss], 

feed_dict={X: batch_x, Y: batch_x})
 print 'Autoencoder: train loss = ', l

In [1]: B.shape
Out [1]: (7, 4390)

# Sum over the observations’ dimension
In [2]: B.sum(axis=1)
Out [2]: array([1.0000023, 1.0000023, 1.000001 , 1.0000012, 
1.000002 , 1.0000014, 1.0000014], dtype=float32)

# Check if all elements of B are greater than zero
In [3]: np.all(B>=0)
Out [3]: True



As it  can be seen,  all  the needed constraints  are  satisfied for
matrix B and matrix A thanks to the softmax function applied on
the  weights  of  encoder  and  decoder  parts.  Now,  we  visualize
training data and its archetypes. As the number of dimensions are
21 for both data and archetypes, in order to present them, here
we use PCA to reduce their dimensions to two:

Figure 10. training set (yellow circles) and archetypes (blue stars) in two
dimension
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In [1]: A.shape
Out [1]:(4390, 7)

# Sum over the archtypes’ dimension
In [2]: A.sum(axis=1)
Out [2]: array([1. 0.99999994 1.0000001  ... 0.99999994 
0.99999994 1.], dtype=float32)

# Check if all elements of B are greater than zero
In [3]: np.all(A>=0)
Out [3]: True

# Archetypes of training set
Z = sess.run(encoder_op, feed_dict={X: x_train})

# Apply PCA to reduce dimension of train and archetypes
# matrices to 2
from sklearn.decomposition import PCA
pca = PCA(n_components=2)
x = pca.fit_transform(x_train)
z = pca.fit_transform(Z)

# Representation
plt.scatter(x[:, 0], x[:, 1], c="y", alpha=0.5, marker='o') 
plt.scatter(z[:, 0], z[:, 1], c='b', marker="p")



Yellow circles are training data in two dimension and the blues
stars are their corresponding archetypes in two dimension.

To use the obtained archetypes for reconstructing any new data
set  such  as  Xtest,  the  most  straightforward  way  is  to  make  a
reconstruction network that receives the archetypes as input Ztrain

and tries to create Xtest in its output, by evaluating the matrix of
weights  Atest. In the reconstruction, we apply again the softmax
function in order to satisfy the required condition of matrix Atest in
equation (1).
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# Archetypes of training set
archetypes = sess.run(encoder_op, feed_dict={X: x_train})

# Autoencoder weights and biases
rec_A = tf.nn.softmax(tf.Variable(

tf.random_normal([x_test.shape[0], layers_dim[1]])), dim=1)

# Input
Z_in = tf.placeholder("float", [layers_dim[1], x_test.shape[1]])

# Targets (Labels) are the input data
x_test_true = tf.placeholder("float", 

[x_test.shape[0], x_test.shape[1]])

X_test_rec = tf.matmul(rec_A, Z_in)

loss_rec_A = tf.reduce_sum(tf.pow(x_test_true- X_test_rec, 2))

# Define optimizer 
minimizer = tf.train.AdamOptimizer(

learning_rate).minimize(loss_rec_A)

# Initialize the variables (i.e. assign their default value) 
init = tf.global_variables_initializer()
sess = tf.Session()
sess.run(init)

# Training Parameters
learning_rate = 0.001
num_steps = 30000

# List of costs values
costs_rec = []

# Training loop
for epoch in range(50):
    for _ in range(500):

# training over all the train set
_, l = sess.run([minimizer, loss_rec_A], 

feed_dict={Z_in: archetypes, x_test_true: x_test})
    costs_rec.append(l)
    print(l)



The  convergence  history  of  the  above  training  process  is
presented here:

Figure 11. Convergence history for reconstruction training

We  also  check  matrix  A_rec to  see  if  all  the  conditions  are
satisfied:

By converting Xtest to two dimension using PCA, the representation
of archetypes and Xtest is shown in Figure 12.
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In [1]: A_rec.shape
Out [1]: (232, 7)

# Sum over the archtypes’ dimension
In [2]: A_rec.sum(axis=1)
Out [2]: array([1., 1., 1., 1,  ... 0.9999999, 
0.9999999, 1.], dtype=float32)

# Check if all elements of A are greater than zero 
In [3]: np.all(A_rec>=0)
Out [3]: True

# Dimension reduction
x_test_2d = pca.fit_transform(x_test)

# Representation
plt.scatter(x_test_2d[:, 0], x_test_2d[:, 1], 

c="y", alpha=0.5, marker='o')
plt.scatter(z[:, 0], z[:, 1], c='b', marker="p")



Figure 12. Archetypes (blue stars) and Xtest (yellow circles) in two dimension

Another interesting approach (explained in detail  in appendix2)
that  can  be  used  to  reconstruct  any  new  dataset  from  the
obtained archetypes is by doing a conversion from Barycentric
coordinates system (space of convex hull) to Cartesian coordinate
system to evaluate matrix A for any new dataset and then use it
for  reconstructing  data.  This  technique can give  us useful
information  such  as  presence  of  outliers  in  the  new
dataset.

After  finding  the  archetypes  using  Xtrain data,  we  expand  the
columns of archetypes by a row of ones. We also expand features'
of Xtest by row of ones. We are in this way able to evaluate matrix
A and by multiplying the obtained matrix  A by the archetypes,
matrix Xtest will be reconstructed. More formally:

Xtrain and Xtest are the data for the train and test set:

The archetypes Z for the train set are find and equal to  Xtrain B:
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Where matrix  B  is (that satisfies condition (2)):

After expansions of matrix Z and matrix Xtest  with ones we have:

So, matrix  A can be solved as the solution of the above linear
system evaluated by:

Finally, we can use the obtained matrix A to reconstruct the test
set matrix Xtest by Xtest_rec≈ ZA:

To summarize: we find the archetypes on the training set and use
them on test set to find matrix A which explains our new data as
a convex combination  of  Archetypes.  We use this  matrix  A  to
reconstruct the input.
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So the obtained matrix A for Xtest is: 

0.00820939,  0.2397923 , ..., -0.00953122,
0.11438677,  0.14476462],

[ 0.07087574,  0.14146192,  0.06692158, ...,  0.22054017,
0.26412482,  0.09370008],

[ 0.11750917,  0.05605338,  0.21613023, ...,  0.29781593,
0.01140997,  0.11433182],

...,
[ 0.18429938,  0.21182352, -0.08702443, ...,  0.13637807,
0.23880935,  0.14159175],

[ 0.33487255,  0.05572692,  0.09827147, ...,  0.11108383,
0.14800698,  0.03132101],

[ 0.1286364 ,  0.13255427,  0.06681816, ...,  0.18363495,
0.15775255,  0.13409306]])

As it can be seen, looking at the number above,  the obtained
matrix  A for the test set does not satisfy the positivity
condition introduced in Equation (1). The negative values of
matrix A correspond to the data points of the test set that are out
of  the  simplex,  created  from  archetypes  on  the  training  set
(“outliers”). This gives us the hint on how to use AA as an outlier’s
detection algorithm.

We extract the data points in the test set based on the rows of
matrix  A that includes negative values and name it  x_neg: they
are  shown  together  with  the  archetypes  and  Xtest in  two
dimension, in Figure 13 below.
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# Evaluate archtypes for x_train
archetypes = sess.run(encoder_op, feed_dict = {X: x_train})

# Expand features in x_test with ones
x_expnd = np.hstack((x_test, np.ones((x_test.shape[0], 1))))

# Expand archetypes with ones
archetypes_expnd = np.hstack((archetypes,

np.ones((archetypes.shape[0], 1))))

# Inverse of expanded archetypes
inverse_archetypes = np.linalg.pinv(archetyes_expnd)

# Evaluate matrix multiplication of expanded x and 
# inverse of archetypes
A = np.dot(x_expnd, inverse_archetypes)

# Reconstruct x_test
x_test_recon = np.dot(A, archetypes)

In [1]: A

Out [1]:
array([[ 0.21204288,  



Figure 13. Archetypes (blue stars) and X_neg (yellow circles), and Xtest (green
circles) in two dimension

If  we want to approximate X_neg using the archetype,  we will
need to use again the reconstruction network. 

learning_rate).minimize(loss_A)
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# Copy of matrix A
A_prime = np.copy(A)

# Rows of x_test corresponding to the rows 
of A that have negative values
x_neg = x_test[(latent < 0).any(axis=1)]

# Autoencoder weights
weights_A = tf.nn.softmax(tf.Variable(
tf.random_normal([x_neg.shape[0], layers_dim[1]])), dim=1)

# Input
X_in = tf.placeholder(“float”, [layer_dim[1], x_neg.shape[1]])

# Targets are the input data
y_true = tf.placeholder(“float”,  

[x_neg.shape[0], x_neg.shape[1]])

# Autoencoder weights
weights_A = tf.nn.softmax(tf.Variable(

tf.random_normal([x_neg.shape[0], 
layers_dim[1]])), dim=1)

# Reconstruction
recunst = tf.matmul(weights_A, X_in)

# Loss function
loss_A = tf.reduce_sum(tf.pow(y_true - recunst, 2))

# Define optimizer 
minimizer = tf.train.AdamOptimizer(



Figure 14 shows the convergence history of the training process:

Then we create the new matrix A_prime by substituting the new
rows obtained by the network for A_neg into the places of matrix
A's rows that have negative elements:
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# Initialize the variables (i.e. assign their default value) 
init = tf.global_variables_initializer()
sess = tf.Session()
sess.run(init)

# Training Parameters
learning_rate = 0.0001
num_steps = 30000

costs_rec = []

# Training Loop
for epochs in range(50):
    for _ in range(500):

# training over all the train set
_, l = sess.run([minimizer, loss_A], 

feed_dict={X_in: archetypes, y_true: x_neg})
    costs_rec.append(l)
    print(l)

# Save the variale of encoder and decoder parts 
A_neg = sess.run(weights_A) 

# Convergence history representation
plt.plot(costs_rec)
plt.xlabel('Epoch Number')
plt.ylaberl(‘Error’)



The  new  matrix  A_prime satisfies  both  the  inequality  and
positivity conditions introduce in equation (1). And can be used to
reconstruct Xtest as below:

Conclusion

We have shown how to use and autoencoder to run an archetypal
analysis on a dataset, with an application to market data.
We have spent some time explaining the reconstruction output in
the test set, in order to show how the archetypal analysis can be
used as an anomaly or outlier algorithm.
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# New matrix A
In [1]: A_prime[(A < 0).any(axis=1), :] = A_neg 
Out [1]:(232, 7)

# Sum over the archtypes’ dimension
In [2]: A_prime.sum(axis=1)
Out [2]: array([1., 1., 1., 1,  ... 0.9999999, 
0.9999999, 1.], dtype=float32)

# Check if all elements of B are greater than zero 
In [3]: np.all(A_prime>=0)
Out [3]: True

# Reconstruction x_test
x_test_new = np.dot(A_prime, archetypes)



Appendix
Remaining archetypes for our market example

As you can appreciate form the pictures, each archetype day is
identified  by  a  typical  asset  behavior  and  by  its  cross  asset
correlation.

Conversion  between  Barycentric  and  Cartesian
coordinates

Given a point r in a triangle’s plane (a plane that is pass through
the simplex which  archetypes of data placed at its vertices), one

can obtain the barycentric coordinates ƛ1 , ƛ2 , and ƛ3  from the

Cartesian coordinates (x, y) or vice versa. One approach to solve
this conversion is to rewrite the problem in matrix form so that 

r=Rƛ

with  R= [r1 ,r 2 ,r 3 ]  and  ƛ=(ƛ1 ,ƛ2 ,ƛ3)
T .  Then,  the  condition

ƛ1+ƛ1+ƛ1=1  reads  (1,1,1 ) ƛ=1  and the barycentric coordinates

can be solved as the solution of the linear system:
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