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PERMUTATION IMPORTANCE:  

a feature selection technique for machine learning 

models. 
 

Feature selection is a technique used in machine learning in order to get rid of less 

relevant features and avoid the pitfall of the “curse of dimensionality”. Feature 

selection enables us to improve computational efficiency and model’s accuracy, 

by increasing its ability to generalize.  

Moreover, selecting only a subset of features may increase the model’s 

interpretability.  

Here, we will assess the feature selection problem for random forest and extra tree 

models: a non-trivial task.  

In the following, we analyse the difference between sklearn “feature importance” 

and the “permutation importance” routine, originally proposed by Breiman and 

Cutler (2008). We also show that both methods do not provide stable performance 

and good variables selection when the predictors are highly correlated. 

The simple premise is that, before inspecting feature importance, we should have 

a model with high enough predictive performance. 

Feature importance in Sklearn 

Feature importance (FI) ranks features based on their contribution on the reduction 

of the Gini impurity index (for classification) or mse (for regression), at each split. 

For construction, sklearn feature importance is biased towards feature with high 

cardinality (many values, many splits: see Strobl 2007). Each time a break point is 

selected, in order to calculate the Gini impurity index, every level of the variable 

is tested to find the best split. High cardinality or continuous variables will have 

many splits points, which results in a high probability that by chance that variable 

happens to predict the outcome well, resulting in a high feature importance. We 

will provide simulation data to show this bias in classical feature importance. 

Furthermore, the impurity-based feature importance suffers from being computed 

on statistics derived from the training set; thus, resulting in high importance even 

for features that have no predictive power at all as long as the model has the 

capacity to over-fit on them1. 

 

 

                                                           

1https://scikit-learn.org/stable/auto_examples/inspection/plot_permutation_importance.html) 
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Feature importance versus Permutation importance 

Permutation importance (PI) provides a way to overcome FI limitation by breaking 

the relationship between the feature’s scale and the true outcome. 

The idea behind permutation importance is very simple: we, iteratively, permute one 

feature and then measure its importance by calculating the increase/decrease in 

model error after the permutation.  

A feature is important if, shuffling its value, increases the model error, because this 

mean that the model relies on this feature for doing the prediction. Besides, 

permutation importance can be calculated, either in the training set, or in the test set.   

In the original formulation (Breiman & Cutler), PI was calculated on the Out Of 

Bag set. The authors even suggest a significance test for the PI based variable 

importance2.  

 “The average of this number (PI) over all trees in the forest is the raw 

importance score for variable m. If the values of this score from tree to tree 

are independent, then the standard error can be computed by a standard 

computation. The correlations of these scores between trees have been 

computed for a number of data sets and proved to be quite low, therefore 

we compute standard errors in the classical way, divide the raw score by its 

standard error to get a z-score, and assign a significance level to the z-

score assuming normality.” 

It’s implementation will be shown on appendix A. Let’s give an example of 

permutation importance. Given the fitted model and the following dataset, 

 feature_1 feature_2 feature_3 feature_4 feature_5 

sample_1 0.1 0.2 0.1 0.9 0.2 

sample_2 0.25 3 0.2 0.84 0.1 

sample_3 0.6 0.5 0.4 0.45 0 

 

compute model error on this dataset. Then, select one feature (feature_1 in the 

example), shuffle it and compute again the model error on the shuffled dataset. 

 feature_1 feature_2 feature_3 feature_4 feature_5 

sample_1 0.25 0.2 0.1 0.9 0.2 

sample_2 0.6 3 0.2 0.84 0.1 

sample_3 0.1 0.5 0.4 0.45 0 

 

                                                           

2http://www.math.usu.edu/adele/forests/cc_home.htm#varimp 

http://www.math.usu.edu/adele/forests/cc_home.htm#varimp
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If the model error increases substantially, this feature is deemed to be considered 

important and, therefore, not removed in the feature selection phase. 

Permutation importance is also computationally light: it does not need the model to 

be retrained with the subset of features. We just need to train the model one time 

and then apply the permutation on the fitted model. 

Loan Campaign response – Kaggle dataset 

We will now use this approach on a Kaggle competition dataset for a Loan 

Campaign response3. The description of the problem is the following:  

The Bank executed a campaign to cross-sell Personal Loans. As part of their 

Pilot Campaign, 20000 customers were sent campaigns through email, sms, 

and direct mail. They were given an offer of Personal Loan at an attractive 

interest rate of 12% and processing fee waived off if they respond within 1 

Month. 2512 customer expressed their interest and are marked as Target = 

1 Many Demographics and Behavioral variables provided. This data is 

obtained from Great learning class projects. 

Model used to solve this classification problem are Random Forest and 

Extremely Randomized Trees (Extra trees) classifiers.  

The dataset is made up by 39 features and 1 label. After some pre-processing, 

the final dataset used consists of 49 features. Between these 49 features, we 

hide a feature named “random” which contains random noise. This feature 

does not provide informative content, but it will be used in training to 

compare the behaviour of feature importance and permutation importance in 

selecting the relevant variables.  

On the full dataset fitting time for Random Forest is approx. 0.2s while fitting 

time for Extra trees is approx. 0.095s., with the following accuracy score:   

TRAIN SCORE RANDOM FOREST: 0.9949 

TEST SCORE RANDOM FOREST: 0.9572 

TRAIN SCORE EXTRA TREES: 1.0 

TEST SCORE EXTRA TREES: 0.9680 

 

In the picture below, we plot the feature importance computed with the 

default sklearn method (based on Gini importance). Since a “random” feature 

does not carry any information, we would expect its importance in predicting the 

outcome to be very low or near zero. 

                                                           

3https://www.kaggle.com/dineshmk594/loan-campaign 

https://www.kaggle.com/dineshmk594/loan-campaign
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Surprisingly, the “random” feature has a positive importance for both 

classifiers. On the same dataset, we calculate feature importance using 

random permutation and show the results in picture below. 

Permutation importance is implemented in scikit-learn through the function 

“permutation_importance”.   

sklearn.inspection.permutation_importance(estimator, X, y, scoring=None, 

n_repeats=5, n_jobs=None, random_state=None) 

The function takes as input the already fitted estimator. X will be the dataset 

on which we want to evaluate the permutation importance and y the labels. 

Then we can pass a metric defined by the scoring parameter; if the metric is 

set to None the default estimator scoring will be used. The features are then 

permuted n_repeats times. 

It is also possible to set a random seed for reproducibility and to set the 

number of jobs used for computation. 
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There are two things to notice: 

 the importance of the “random” feature dropped to almost zero for both the 

classifier; 

 the feature importance calculated by the two classifiers, now differs in 

scale. 

As a final step of our analysis, we evaluate the performance of both the models by 

doing feature selection with sklearn feature importance and with permutation 

importance. Features are selected by ordering them and keeping only the 20 most 

important (in both cases). The models are then, re-trained with this subset of features 

with the following results:  

Random Forest 

FITTING TIME RANDOM FOREST WITH CLASSICAL FEATURE SELECTION: 

 0.22455120086669922 

FITTING TIME RANDOM FOREST WITH PERMUTATION FEATURE SELECTION: 

0.18546819686889648 
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TRAIN SCORE CLASSICAL FEATURE SELECTION: 0.9949 

TEST SCORE CLASSICAL FEATURE SELECTION: 0.9564 

 

TRAIN SCORE PERMUTATION FEATURE SELECTION: 0.9960 

TEST SCORE PERMUTATION FEATURE SELECTION: 0.9644 

 

Extra Trees 
 

FITTING TIME EXTRA TREES WITH CLASSICAL FEATURE SELECTION:  

0.20746374130249023 

FITTING TIME EXTRA TREES WITH PERMUTATION FEATURE SELECTION: 

0.138275146484375 

 

TRAIN SCORE CLASSICAL FEATURE SELECTION: 0.9951 

TEST SCORE CLASSICAL FEATURE SELECTION: 0.9618 

 

TRAIN SCORE PERMUTATION FEATURE SELECTION: 0.9952 

TEST SCORE PERMUTATION FEATURE SELECTION: 0.9616 

 

High cardinality and feature importance bias 

In order to test feature importance bias for high cardinality, we add some random 

variables with different cardinality and test out the feature importance. What we 

expect is that by increasing the cardinality of the random variable the feature 

importance computed with the Gini impurity index will also increase.  

We generate 4 random integer variables with increasing cardinality and add them to 

the dataset: 

 

We then test the feature importance outcome on both random forest and extra 

trees with 10 different seeds in order to have a statistic of the outcome. The 

last 4 features showed in the boxplots below are the random variables sorted 

by increasing cardinality. 
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The effect is significant in particular for the random forest model, where the 

increase in cardinality is matched by an increase in feature importance.  

The effect is less noticeable in extra trees since the threshold for the splits are 

selected randomly, although a difference is present between the low 

cardinality variable (0-1) and the others variables. 

Discussion:   

As it is possible to see using permutation feature importance the fitting time 

drops for both random forest and Extra trees. Performance was not affected 

significantly by reducing the number of features. Using a feature selection 

strategy like random permutation can reduce fitting time and memory usage 

in training of the model while providing the same performance. Moreover 

model interpretability increases with a lower number of features to analyze.  

Drawbacks – dealing with collinear features 

Permutation importance assess one feature at a time. If all features are totally 

independent and not correlated in any way, then, there are no actual 

problems. However, if two or more features are collinear, computing 

feature importance individually can lead to some unexpected results: 

 Removing a feature f1, which is collinear to feature f2, increases the 

importance of this one 

 The removal may also have an impact on the result of the PI of the whole 

model.  

Here we can see an example: 

In our dataset, the feature ‘GENDER_M’ is highly (inversely) correlated with 

‘GENDER_’. (correlation coefficient = -0.975). In the first picture, we compute 

permutation importance for a random forest on the whole dataset. 
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In the next we remove GENDER_M from the dataset and retrain the model to obtain 

the following feature importanace 

 

As we can see, the removal of one collinear feature had an impact on the feature 

importance results of the respective collinear feature GENDER_F, but also on the 

the whole model feature importance. 

 

APPENDIX A – Significance test for PI 

Breiman and Cutler proposed a method for testing significance of permutation 

importance. The method is summarized by the following steps: 

 For every tree in the random forest do: 

 Extract the oob sample 

 Count the number of votes for the correct class 

 Randomly permute the values of the features (one feature at a time) 

 Compute the differences in the number of correct votes between the 

class with original data and the class with the permuted data 
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 Average this number over all the trees to get the raw importance score 

 Compute the standard error from these scores 

 Divide the raw importance score by the standard error to get the Z-score 

 Compare the obtained zeta score with a normal distribution and refuse 

𝐻0:PI=0 for level of z, which satisfy: 𝑧 ≥ 𝑧∝ ∨ 𝑧 ≤ −𝑧∝  , where alpha is 

the significance level of the test. 

 

Implementation 

After building and fitting the random forest model: 
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Finally, we can plot the Z-score with the significance zone. 

 

The significance test accepts the null hypothesis of PI equal zero for all the random 

features with no bias towards different cardinality of data. 

We get the same results when the analysis is run using Extra Tree models. 
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